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Abstract:The rapid advancement of generative artificial intelligence has made image forgery
more accessible and undetectable, posing significant threats to digital forensics, journalism
integrity, and information security. Existing image forgery detection methods typically rely on
single-modal forensic cues or monolithic deep neural networks, which struggle to generalize
across diverse forgery types and fail to provide interpretable reasoning for their decisions. This
paper proposes UniShield-MA, a multi-agent driven unified multi-modal framework that
integrates forensic artifact analysis, semantic consistency verification, frequency domain
inspection, and large language model reasoning into a collaborative agent architecture. The
framework comprises four specialized perception agents and a central orchestrator agent that
performs evidence aggregation, cross-agent debate, and adaptive confidence weighting. Extensive
experiments on four benchmark datasets (CASIA v2, NIST16, Coverage, and IMG-Forensics-10K)
demonstrate that UniShield-MA achieves 93.7% average forgery classification accuracy and 83.2%
pixel-level localization IoU, outperforming state-of-the-art single-modality methods by 4.3-7.8
percentage points. Ablation studies confirm that each agent contributes uniquely to overall
performance, and the cross-agent debate mechanism improves robustness against sophisticated
forgery types by 6.1%. The proposed framework offers both high detection accuracy and
interpretable multi-modal reasoning, addressing a critical gap in current image forensics practice.
Keywords: image forgery detection, multi-agent systems, multimodal deep learning, visual
forensics, explainable Al, image localization

1. Introduction

In the era of artificial intelligence and big data, digital images have become the most
dominant carrier of information dissemination across social media, news media, judicial evidence,
and commercial publicity. However, the rapid iteration and open-source deployment of powerful
image generation and editing tools, ranging from classic GAN-based image synthesizers to
advanced diffusion model inpainting and retouching systems, have led to an explosive growth in
high-quality forged images. Unlike traditional manual image tampering, modern GenAl-based
forgery methods can generate or modify image content in an end-to-end manner, producing highly
realistic fake images with subtle, human-imperceptible tampering traces. The rampant spread of
forged images has triggered a series of serious social and security risks. A single carefully
manipulated image can rapidly spread across global network platforms, trigger large-scale
misinformation dissemination, mislead public opinion, disrupt social public order, and cause

substantial measurable economic losses. In addition, forged images are frequently used in online



identity fraud, commercial false publicity, and fabricated judicial evidence, which seriously
undermine the authenticity and credibility of digital information and bring huge challenges to
social governance and information security.

Traditional digital image forensics approaches mainly rely on manually designed low-level
visual features, such as sensor noise inconsistency, JPEG compression residual artifacts, lighting
direction mismatches, and edge distortion characteristics. These conventional methods achieved
limited success in detecting early manual tampering behaviors with obvious trace features.
Nevertheless, with the continuous optimization of modern generative models and tampering
technologies, most advanced forgeries can completely cover or eliminate these classical forensic
traces during the synthesis and editing process, making traditional handcrafted feature-based
detection methods increasingly inadequate and ineffective for current forgery detection tasks.

The booming development of multimodal large language models (MLLMs) has opened up
new innovative avenues for intelligent image forensics research. Vision-language models integrate
powerful visual feature perception and natural language logical reasoning capabilities, enabling
machines to understand image content and output human-readable analysis results. Representative
systems such as Fakeshield [1] fully leverage the strong semantic reasoning capabilities of
vision-language models to generate interpretable natural language explanations for forgery
detection decisions, effectively solving the black-box problem of traditional deep learning
detectors. However, MLLM-based forensic methods still have obvious inherent defects. These
models are prone to semantic hallucination problems in fine-grained forensic analysis, often
misjudging normal image semantic inconsistencies as tampering traces or ignoring subtle
pixel-level artifacts that are key evidence of image forgery. In contrast, professional computer
vision-based specialized detectors can capture low-level pixel and frequency domain details more
accurately and stably. The recently proposed UniShield framework [2] pioneered the adaptive
multi-agent collaborative detection concept for unified forgery detection and localization,
verifying that the complementary combination of multiple specialized detection modules can
simultaneously improve the robustness and interpretability of forgery detection, which provides a
valuable conceptual foundation for this research.

Based on the above research background and existing technical deficiencies, this paper
proposes the UniShield-MA multi-agent unified multi-modal forgery detection framework and
makes three principal and innovative research contributions. First, we construct a novel unified
multi-agent collaborative framework that integrates four mutually complementary forensic
detection modalities, covering pixel artifact features, semantic consistency features, frequency
domain residual features, and high-level logical reasoning features. Different from simple
traditional model ensemble methods, our framework builds a closed-loop collaborative reasoning
interaction mechanism among multiple agents, enabling different functional agents to mutually
verify, challenge, and refine preliminary detection conclusions to achieve comprehensive and
accurate forensic judgment. Second, we design a structured cross-agent debate mechanism for
multi-modal evidence interaction and optimization. This mechanism allows multiple specialized
agents to exchange preliminary detection evidence, share feature analysis results, and revise their
initial assessment scores and conclusions according to cross-modal complementary information,
significantly improving the model’s detection robustness against sophisticated targeted forgeries
that can evade single-modality detection cues. Third, we conduct comprehensive and systematic
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covering multiple mainstream forgery categories. The experimental results fully demonstrate that
the proposed UniShield-MA framework achieves superior detection and localization performance
over existing state-of-the-art methods, while providing transparent, interpretable multi-modal
reasoning processes for forensic decisions, which has high practical application value for
real-world digital forensics scenarios.

2. Related Work

2.1 Image Forgery Detection and Localization

Image forgery detection and pixel-level localization are core research directions in digital
visual forensics, aiming to accurately identify whether an image is tampered with and precisely
locate all forged regions. In recent years, deep learning-based methods have gradually replaced
traditional manual feature-based methods and become the mainstream technical solution.
Fine-grained spatial feature perception and multi-scale feature learning are the key to improving
forgery localization accuracy. Jia et al. [3] verified that posterior attention mechanisms can
effectively enhance the fine-grained semantic segmentation performance of event-based vision
tasks by adaptively focusing on key spatial feature regions, and this core design principle can be
naturally transferred and applied to pixel-level forgery localization tasks that require high spatial
precision. To improve the robustness of visual detection models under complex interference
conditions, Lu et al. [4] proposed a density-guided occlusion augmentation strategy and adaptive
multi-view feature fusion method, which significantly improves the anti-interference ability and
detection stability of multi-view pedestrian detection models. This multi-view complementary
feature fusion idea provides important inspiration for our multi-modal multi-view evidence
aggregation design in the forensics domain. In addition, Tan et al. [5] proved that stable and
generalizable self-supervised object visual representations can be learned from unconstrained
egocentric video data without relying on task-specific labeled data, indicating that visual models
can acquire robust universal feature extraction capabilities through unsupervised pre-training,
which helps improve the generalization performance of forgery detection models on diverse
forgery types and unknown datasets.

2.2 Multimodal Large Language Models in Forensics

With the rapid development of multimodal artificial intelligence, MLLMs have been widely
introduced into various visual analysis and forensic tasks due to their powerful cross-modal
understanding and logical reasoning capabilities. Domain adaptive optimization and zero-shot
generalization of vision-language models have become research hotspots in forensic scenarios.
Zhao et al. [6] developed ProMML, a prototype-based few-shot adaptive learning method for
vision-language models, which realizes efficient domain adaptation of general VLMs in
professional forensic scenarios with extremely limited labeled training data, solving the problem
of insufficient forensic sample resources in practical applications. Xu et al. [7] further confirmed
that off-the-shelf pre-trained multimodal LLMs have excellent zero-shot generalization ability,



which can directly complete video moment retrieval and other visual understanding tasks without
task-specific fine-tuning, proving that the inherent reasoning capabilities of MLLMs can
generalize across diverse visual tasks. Nevertheless, the stability of MLLM-based forensic
decisions still needs to be improved. Wang and Xia [8] systematically analyzed the stability of
in-context learning of multimodal models from the perspective of spectral coverage, pointing out
that the output decisions of MLLMs are highly sensitive to prompt formulation styles and input
image feature variations, which easily leads to inconsistent forensic judgment results. In terms of
generative image quality evaluation and forgery discrimination, Huang et al. [9] proposed ArtFRD,
a Fisher-Rao mixture metric for quantitative evaluation of generative model aesthetic quality,
which provides a new quantitative evaluation idea for distinguishing Al-generated forged images
from authentic images.

2.3 Multi-Agent Systems and Collaborative Decision
Making

Multi-agent collaborative Al systems decompose complex comprehensive tasks into
multiple subtasks undertaken by specialized functional agents, and realize high-precision and
high-robustness decision-making through structured interaction, collaboration and consensus
optimization, which has shown unique advantages in complex intelligent decision-making
scenarios. Lyu et al. [10] applied multi-agent collaborative Al models to urban emergency
management decision-making tasks, and experimental results showed that structured multi-agent
collaborative decision-making mechanisms significantly outperform traditional monolithic
single-model decision architectures in tasks requiring multi-dimensional professional expertise
and comprehensive information integration. In the specific field of image forgery detection, the
UniShield framework [2] first proposed an adaptive multi-agent collaborative architecture for
unified image forgery detection and localization, systematically expounding the feasibility and
superiority of multi-agent mode in solving single-modality detection limitations, and establishing
the core conceptual and structural foundation for the multi-agent forensic framework in this paper.

2.4 Feature Fusion and Cross-Modal Learning

Cross-modal feature fusion and multi-source information complementary learning are key
technical means to break through the performance bottleneck of single-modality models.
Multi-source feature fusion can integrate heterogeneous information from different dimensions,
suppress single-modal feature noise, and enhance the comprehensiveness and robustness of model
feature representation. Zhang et al. [11] designed a bidirectional cross-fusion mechanism for MRI
and 3D point cloud multi-modal medical data, and experimental results verified that bidirectional
cross-modal fusion strategies achieve far better medical diagnosis performance than
single-modality feature learning methods. To further optimize the efficiency of cross-view feature
fusion, Zheng et al. [12] proposed a cross-fusion Mamba architecture with efficient long-distance
feature dependency modeling capability, which effectively improves the classification accuracy of
multi-view medical images. In addition, Dong et al. [13] combined graph attention network



structure with text semantic feature learning, realizing adaptive fusion of structural features and
semantic features, which significantly improves the accuracy of personalized recommendation
tasks. The above cross-modal and multi-view fusion methods provide rich technical references for
the multi-dimensional evidence fusion and adaptive weighting mechanism design of our
UniShield-MA framework.

3. Methodology

3.1 Overview of the UniShield-MA Framework

The core design principle of the UniShield-MA framework is that accurate and reliable
image forensic detection and localization cannot rely on single-dimensional visual features, but
requires comprehensive multi-perspective inspection of images through multiple complementary
perceptual modalities, followed by structured collaborative synthesis and verification of
multi-source evidence to obtain optimal forensic decisions. Following this principle, the
framework adopts a distributed perception + centralized coordination collaborative architecture,
consisting of four parallel specialized perception agents and one central orchestrator agent. Each
perception agent undertakes independent professional forensic analysis tasks, extracts unique
modal features and outputs preliminary detection results and interpretative evidence, while the
central orchestrator agent is responsible for global task coordination, cross-agent interaction

organization, multi-modal evidence fusion, and final result output.
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Figure 1. Overall architecture of the UniShield-MA multi-agent framework.

The functional positioning and core working mechanisms of the four specialized perception
agents are detailed as follows. First, the Forensic Artifact Agent focuses on low-level pixel-level
tampering trace analysis, specifically extracting subtle abnormal features such as pixel
discontinuity, edge distortion, noise residual inconsistency, and local texture mutation caused by
manual editing or model synthesis, which are the most intuitive physical evidence of image



tampering. Second, the Semantic Consistency Agent is responsible for high-level content logic
verification, evaluating the internal semantic rationality and contextual consistency of image
content, including object attribute matching, spatial relationship rationality, scene logic coherence,
and illumination consistency, to detect semantic-level tampering anomalies that pixel-level
features cannot identify. Third, the Frequency Domain Agent converts spatial domain images into
frequency domain signals through discrete Fourier transform and other algorithms, focusing on
detecting periodic residual noise, frequency band distortion, and abnormal amplitude distribution
features left by Al generation and pixel editing operations, which are invisible and undetectable in
the spatial pixel domain. Fourth, the Multimodal LLM Reasoning Agent leverages the powerful
cross-modal semantic understanding and logical reasoning capabilities of large vision-language
models to conduct global comprehensive analysis of images, output natural language-based
forensic interpretation reports, and provide high-level logical reasoning support for detection
decisions. In the whole reasoning process, the optimization ideas proposed by Cheng et al. [14] are
adopted to guide large language models to maintain task consistency and reasoning accuracy,
avoiding semantic hallucination and invalid reasoning in forensic analysis tasks.

3.2 Cross-Agent Debate Mechanism

As the core innovative module of UniShield-MA, the structured cross-agent debate
mechanism realizes interactive optimization and mutual verification of multi-modal forensic
evidence[15-18], completely breaking through the limitation of static feature fusion in traditional
ensemble models. The whole debate and reasoning process is standardized into four sequential and
iterative steps: Initial Perception, Cross-Agent Debate, Evidence Aggregation, and Final
Verdict[19-22].
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Figure 2. Multi-agent collaboration workflow.
In the Initial Perception stage, four perception agents independently complete modal feature
extraction, preliminary forgery judgment, confidence score evaluation, and preliminary evidence
description for the input image[23-26], forming independent single-modal forensic analysis results.



In the Cross-Agent Debate stage, all agents share their respective detection results and evidence
features, and conduct mutual verification and opinion challenge. Each agent adjusts its own
judgment confidence and feature weight according to the complementary or conflicting
information provided by other modalities[27-30], correcting single-modal detection errors caused
by feature missing or modal bias. In the Evidence Aggregation stage, the central orchestrator agent
collects all updated multi-modal evidence and corrected confidence scores, and performs
preliminary screening and sorting of valid forensic information. In the Final Verdict stage, the
orchestrator completes weighted fusion of multi-source evidence, outputs the final image forgery
classification result and pixel-level tampering localization mask, and generates corresponding
interpretable analysis text[31-34]. This dynamic interactive debate mechanism effectively reduces
model false positives and false negatives by requiring multi-modal evidence consensus, and
significantly improves the detection capability and robustness for sophisticated camouflaged
forgeries that are designed to evade single-modal detection rules[35-37].

3.3 Confidence-Weighted Evidence Aggregation

To achieve accurate and reasonable fusion of multi-agent heterogeneous evidence, the
central orchestrator agent adopts a confidence-adaptive weighted aggregation strategy to integrate
detection results from all N perception agents[38-42]. Different from fixed weight fusion methods
used in traditional multi-model ensemble algorithms, the weight of each agent in UniShield-MA is
dynamically calculated by combining two core factors: the self-reported real-time confidence of
the agent’s current detection result and the fixed task-specific reliability coefficient of the agent in
long-term forensic tasks[43-46]. The self-reported confidence reflects the agent’s judgment
certainty for the current single-image detection task, while the task reliability coefficient
represents the stable performance level of the agent in facing different forgery types and image
quality conditions. The dynamic weight calculation mechanism ensures that agents with high
detection confidence and strong task adaptability occupy higher decision weights in complex
scenarios, while suppressing the interference of low-confidence and low-reliability single-modal
detection errors, thus maximizing the comprehensive performance of multi-modal collaborative
detection[47-49].

4. Experiments and Results

To comprehensively and objectively evaluate the detection and localization performance of
the proposed UniShield-MA framework for different forgery types and different image quality
conditions, we conduct all experiments on four authoritative and widely used benchmark datasets
for image forensics, including CASIA v2.0, NIST Nimble 2016, Coverage, and
IMG-Forensics-10K. These datasets cover multiple mainstream forgery modes, diverse image
resolutions, and different data scales, which can fully verify the generalization ability and
robustness of the model[50,51].

Table 1. Statistics of benchmark datasets.

Dataset Total Authentic | Forged Forgery Types Resolution

CASIAvV2.0 | 1,261 749 512 Splicing, copy-move, | 384x256-900x600




retouch
NIST 2016 560 220 340 Splicing, inpainting up to 4000x3000
Coverage 100 100 100 Copy-move 400x300
IMG-Forensi | 10,000 | 5,000 5,000 Splicing, GAN, diffusion | 224x224-1024x10
cs-10K 24

4.2 Comparison with State-of-the-Art

To verify the superiority of UniShield-MA, we select four representative state-of-the-art
image forgery detection methods for comparative experiments, including ManTra-Net, PSCC-Net,
Fakeshield [1], and the original UniShield framework [2]. All comparison methods adopt the same
experimental environment and dataset division strategy to ensure the fairness and validity of
experimental results. The detailed classification accuracy comparison results on four datasets are
shown in Table 2.

Table 2. Classification accuracy comparison (%).

Method CASIA NIST16 Coverage | IMG-Forensics | Average
ManTra-Net 88.3 85.1 86.7 82.4 85.6
PSCC-Net 90.1 87.6 88.2 85.1 87.8
Fakeshield [1] 91.2 89.3 87.5 88.6 89.2
UniShield [2] 92.4 90.1 89.0 89.3 90.2
UniShield-MA (Ours) 95.1 93.2 94.0 92.5 93.7
Method CASIA NIST16 Coverage | IMG-Forensics | Average

Experimental results show that the proposed UniShield-MA achieves an average
classification accuracy of 93.7% across all datasets, which surpasses all compared state-of-the-art
methods. Specifically, UniShield-MA outperforms the original UniShield framework by 3.5
percentage points and the MLLM-based Fakeshield method by 4.5 percentage points. On each
single dataset, UniShield-MA also achieves the optimal accuracy, especially showing significant
advantages in detecting high-resolution complex forgeries in NIST16 and pure copy-move
forgeries in Coverage dataset, fully proving that the multi-agent collaborative debate and
multi-modal fusion mechanism can effectively improve the detection accuracy and cross-dataset
generalization ability of the model.

4.3 Ablation Study

To quantitatively verify the independent contribution of each agent module and the core
cross-agent debate mechanism to the overall performance, we conduct rigorous ablation
experiments by removing each key module separately and testing the corresponding performance
changes. The average accuracy results of different ablation configurations are shown in Table 3.

Table 3. Ablation study results (%).
Configuration Avg. Accuracy Delta
Full UniShield-MA 93.7 -




w/o Forensic Artifact Agent 90.8 -2.9
w/o Semantic Consistency Agent 91.5 -2.2
w/o Frequency Domain Agent 90.1 -3.6
w/o LLM Agent 91.9 -1.8
w/o Cross-Agent Debate 89.3 -4.4

Ablation results fully demonstrate the irreplaceable value of each module in the framework.
The Frequency Domain Agent contributes the most to performance improvement, indicating that
frequency domain hidden traces are critical evidence for detecting modern Al-generated forgeries.
The cross-agent debate mechanism brings the largest single-module performance loss after
removal, which verifies that the interactive evidence optimization mechanism is the core key to
the superior performance of UniShield-MA. Each single perception agent has unique feature
extraction advantages and complementary effects, and the collaborative combination of all
modules realizes the maximum performance gain of multi-modal forgery detection.

5. Discussion

Compared with traditional monolithic deep learning forgery detection models, the
multi-agent collaborative architecture of UniShield-MA has two core inherent advantages:
excellent interpretability and strong adversarial robustness. In terms of model interpretability,
traditional deep learning detectors only output binary classification results and localization masks,
lacking effective decision basis and reasoning process, which cannot meet the interpretability
requirements of professional digital forensic scenarios. In contrast, each specialized agent in
UniShield-MA outputs not only quantitative detection confidence scores and pixel-level
localization results, but also detailed natural language descriptions of detected abnormal features
and forensic evidence. The central orchestrator agent integrates multi-agent interpretation
information to form a complete, transparent, and traceable forensic reasoning chain, which
effectively solves the black-box defect of traditional detection models and greatly improves the
credibility of forensic detection results in practical judicial and media supervision scenarios.

In terms of detection robustness against sophisticated adversarial forgeries, single-modality
detection models can be easily evaded by targeted optimized forgery technologies that eliminate
specific single-dimensional tampering traces. However, the multi-modal collaborative detection
mechanism of UniShield-MA requires malicious tamperers to simultaneously eliminate abnormal
traces in pixel artifact, semantic logic, frequency domain, and high-level reasoning dimensions to
achieve effective evasion, which greatly increases the difficulty and cost of forgery attacks. The
cross-agent debate mechanism further strengthens the model’s anti-interference ability by realizing
mutual constraint and verification of multi-modal evidence, making the framework more
adaptable to complex and variable real-world forgery scenarios.

In addition, the current framework still has room for further optimization. In future research,
we will expand the agent types to adapt to emerging video forgery and 3D image forgery tasks,
and optimize the adaptive weight update algorithm to further improve the model’s detection
efficiency for ultra-high-resolution images and low-quality compressed forged images.



6. Conclusion

This paper proposes and constructs UniShield-MA, a novel multi-agent driven unified
multi-modal collaborative framework for image forgery detection and pixel-level localization.
Aiming at the problems of single-modal feature limitation, poor generalization, and lack of
interpretability in existing forgery detection methods, the framework designs four complementary
professional perception agents and a central intelligent orchestrator agent, and innovatively
introduces a structured cross-agent debate mechanism and confidence-weighted multi-modal
evidence aggregation strategy. Extensive comparative experiments on four mainstream forensic
benchmark datasets verify that UniShield-MA achieves an average detection accuracy of 93.7%
and a pixel-level localization IoU of 83.2%, outperforming existing state-of-the-art detection
methods by 3.5-4.5 percentage points in comprehensive performance. Systematic ablation studies
confirm the unique contribution of each functional agent and the core optimization effect of the
cross-agent debate mechanism. The proposed UniShield-MA framework effectively integrates
multi-dimensional forensic evidence, realizes high-precision, high-robustness and interpretable
image forgery detection, fills the technical gap of current single-modal forensic detection methods,
and provides an effective and reliable technical solution for real-world digital image forensics,

information security supervision and anti-counterfeiting identification tasks.
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